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The critics of ethical theory concur in making the following claim: ethical theory seeks to impose on our ethical thinking a structure which there is no good reason for us to submit it to. But they hold this for different reasons. A first line of objection is that the onus lies on the theorist to show why our thinking should aspire to conform to any ethical theory, and that this onus remains undischarged.
 A second goes further. It is not just that the onus lies on the theorist to show why our thinking should aspire to conform to his theory; rather, there are decisive reasons why it should not. One popular way of arguing this has been to maintain that holding our ethical thinking responsible for its justification to an ethical theory would itself be morally objectionable (perhaps because it would alienate us from the values to which that thinking is responsive).
 Or, most fundamentally of all, one might say this: there is a decisive reason not to require our ethical thinking to conform to a theory, because it is of the nature of practical reason itself to preclude this.


Now of course, such claims are only evaluable given a clear understanding of what is to count as an ethical theory. Indeed, the standard form taken by theorists' rejoinders has been to maintain that once we gain such a clear understanding, we find that the objections are misdirected. A structure of moral thought can have features which make it sensible to think of it as theoretical without becoming an appropriate target of the objections.
 The attacks simply misconceive the nature of ethical theory.


However, there is a version of the last, most fundamental, form of opposition to ethical theory — one that is central to Bernard Williams's attack on it — for which this style of rejoinder seems far more difficult to sustain. Substantiating this claim is my first aim in what follows. I shall trace Williams's objection to its roots in his conception of practical reason, and oppose T.M. Scanlon's recent attempt to meet it with a rejoinder of the standard form. The proper target of Williams's attack, I shall argue, is simply any account of what makes a normative reason ethical that claims to be able to provide us with practical reasons. Anyone who invokes an ethical theory to show us that we ought to revise our ethical practice is providing an account of that kind; therefore any ethical theorist needs a direct answer to Williams's objection. And any attempt to defend ethical theory against his attack without addressing the conception of practical reason is bound to fail.


The second aim is to give my own response to Williams. I shall argue that when we examine the character of the reasons possessed by morally virtuous agents, we can see that on any plausible theory of practical reason, there is a form of revisionary ethical theorizing that is acceptable, and that Williams’s own theory of practical reason should be supplemented in a way that allows for it.

I: Meta-Justification

Williams specifies the target of his attack as follows:

An ethical theory is a theoretical account of what ethical thought and practice are, which account either implies a general test for the correctness of basic ethical beliefs and principles or else implies that there cannot be such a test.
                  
Now questions are raised by the details of this definition – and in particular, the final disjunct – but they need not detain us. For Williams’s further discussion makes it clear that it is the revisionary ambition of ethical theory that Williams is concerned to oppose: the ambition to give a general characterization of what correct ethical thinking consists in, deviations from which we ought – there is reason for us – to abandon. The central thrust of that opposition is contained in Chapter Six of Ethics and the Limits of Philosophy, where he also sets out his own conception of the alternative, non-theoretical form he thinks ethical reflection should take.


The kind of reflection on ethical life which, according to Williams, naturally encourages ethical theory is the kind "that seeks justificatory reasons".
 Our ethical life, as it is, consists in a range of practices of reason-acceptance — practices of treating certain considerations as justifying certain actions and attitudes. (Williams's most prominent example of a consideration yielding such a practice is the distinction between a foetus and an infant.) Given such a practice, the thought that leads to theory is, "What justifies that practice?" The demand that leads to theory, that is to say, is a demand for justificatory meta-reasons: justificatory reasons for engaging in the practice of treating considerations as first-order justifications for actions and attitudes.


What is Williams's objection to the making of the meta-justificational demand? With the example of the practically significant foetus/infant distinction in mind, Williams puts his complaint like this:

A practice may be so directly related to our experience that the reason it provides will simply count as stronger than any reason that might be advanced for it.

— Or, of course, against it. When I ask what I have most reason to do, the most decisive answers to the question will be provided by the simple practical considerations which simply are compelling for me. If a theorist then tries to offer me a justificatory meta-reason for or against my practice of treating those considerations as reasons, the question is how compelling the considerations which constitute those meta-reasons are; and if, as it usually will be, the answer is that they are less compelling for me than my first-order reasons, then the theorist's enterprise is otiose. He is offering me weaker reasons, either for or against what I am doing, than I already possess for doing it; his theory is without practical authority.


This reading of Williams has him objecting, given our practice of treating certain compelling considerations as providing strong practical reasons, to any attempt to hold that practice justificationally answerable to the provision of some further reason external to it. But this formulation of the objection would make it easy to dismiss, on two different grounds.


First, as T.M. Scanlon urges, this objection seems simply not to apply to any ethical theory whose construction is governed by a sensibly conceived coherentist methodology.
 He distinguishes two kinds of ethical theory: Philosophical Enquiry aims "to make clear in what sense, if any, moral judgements can be true or false, to explain what kind of truths they might be, how we can come to know them and what reasons we have for giving them the kind of importance they claim",
 while Moral Enquiry aims to give us a clearer idea of which things fall into the most general of our moral categories (right and wrong, just and unjust, and so on) and why.
 Moral Enquiry is best pursued by seeking a reflective equilibrium between our considered moral judgements and principles of some degree of generality which explain them.
 Beyond this, we should seek to achieve a coherence between Philosophical and Moral Enquiry, which are interdependent.


Thus theorizing of both the forms Scanlon wishes to defend, and which he maintains are what most theorists are engaged in, is governed by the need to cohere with and explain our ordinary considered understanding of the nature of our moral reasons. And if this is right, the response to Williams's attempt to attack ethical theory is straightforward: most ethical theory does not aspire to giving moral practice the external justification Williams is rejecting. Philosophical Enquiry is seeking "to explain more clearly the kind of reasons those who accept morality have for doing so";
 and in doing so, it should be treated "not as an outside source from which particular conclusions must be derived but rather as a characterization of what it is that is appealing in these conclusions themselves."
 Likewise,

The aim of Moral Enquiry is not to justify our “considered judgements” with reference to some new and independent standard, but to clarify the reasons that we already had for believing them to be correct and to determine whether, in the light of reflection, we still find them persuasive.


In short, this first rejoinder to Williams's attack on ethical theory takes the standard form we met at the outset: most ethical theorizing is simply not an appropriate target of the objection. 


But there is also a second, more straightforward rejoinder. No theorist need deny that there is a clear sense in which an agent’s existing practical reasons may count as stronger, or more compelling, than any theoretical meta-reasons that may be advanced for or against them. But this is only the sense in which the agent regards these considerations as stronger reasons. The question the theorist is raising is whether he is right or wrong so to regard them.


However, both of these objections are premature. Williams’s attack cannot be simply directed against anything that purports to be a practical justificatory meta-reason. For there are at least two varieties of such reasons he himself wants to endorse.


First, he allows that some of the considerations one counts as practical reasons may provide one with a justification for rejecting one's practice of counting others as reasons. This is illustrated by his treatment of race and sex discrimination.
 A sexist who actually goes about treating being a woman as a reason for not hiring someone for a job will usually also have a good reason, in terms of his interests in hiring the best person for the job, for not treating the first consideration as a reason. His interests, which standardly function as first-order practical reasons, function also in this case as meta-reasons for not treating another consideration as a first-order practical reason.


For a second kind of justificatory meta-reason that Williams endorses, we need to look elsewhere in his writings — to the paper "Internal and External Reasons", in which he presents a theory of practical reason.
 In endorsing that theory, he is maintaining that false claims are sometimes made concerning the first-order justifications people have for doing things, and that his theory sorts the true from the false claims. In claiming that there are good reasons to accept his theory, he is claiming that there are good reasons to hold that first-order reasons are constituted as his theory says — in short, that there are justificatory meta-reasons. Those meta-reasons, moreover, will themselves be practical, since reasons to accept his theory of practical reason are reasons to act as it says. And in virtue of being a practical theory, it is potentially revisionary. If my practice of treating certain considerations as reasons is out of line with the theory, Williams's claim is that I have a reason to reform it.


This makes it clear that Williams's opposition to ethical theory cannot be an opposition to every demand for justificatory meta-reasons for our practices of treating considerations as first-order ethical reasons. There must be some special problem about doing this by appealing to an account of what makes a practical reason ethical. But if a theory of practical reason is itself practical, in virtue of telling us which considerations we can intelligibly treat as justificatory reasons for action, why can't an ethical theory be practical too? After all, it will tell us which considerations we can intelligibly treat as ethical reasons. And it seems that if there can be reasons to accept a theory of practical reason, there can be reasons of the same form to accept an ethical theory: namely, that the theory offers the clearest account of what is distinctive of the practice. If we can have a reason for accepting an ethical theory, then why isn't there an argument of the same form as we found a moment ago to show that such a theory can be practical? If we can have good meta-reasons to accept a theory of ethical reasons, then those meta-reasons are good reasons to think that we have ethical reasons to perform certain actions recommended by the theory; therefore we have good reasons to perform those actions.

II: Williams’s Objection

To see Williams’s case against a practical theory of ethics, we need to examine the details of his theory of practical reason.  In briefest outline, his view is this. A crucial constraint on our notion of a normative reason for an action is that it should be capable of explaining that action, as performed by an agent who is rightly oriented towards the reason, in virtue of his being so oriented.
 Williams derives from this a necessary condition on a consideration’s being a normative reason for action, which I shall formulate as follows:
 

Consideration C is a normative reason for A to  only if, if A deliberated rationally, and knew all the facts relevant to his deliberation, his recognition of C as recommending ing would rationally guide him to be motivated to 

— where rational deliberation consists principally in the five activities he mentions:

- ascertaining causal means to the ends one is motivated to attain;

- finding constitutive realizations of those ends;

- harmonizing ends by working out how to combine them;

- ranking ends, where harmonization proves impossible; and

- fully imagining the realization of ends.


The large question of the plausibility of Williams’s derivation of this account from his explanatory constraint on practical reasons is one on which I shall have something to say below.
 But let us concentrate first on seeing how the account underpins his attack on ethical theory.


First, on Williams’s view, it seems clear that one’s reasons will be relative to the contingencies of one’s motivational make-up; for it is plausible to hold that the kinds of objects one will be motivated to pursue after performing these five activities will be a function of those one was motivated to pursue beforehand. If so, a first upshot of Williams’s theory is that the question “Why be moral?” cannot be guaranteed to be universally answerable.
 There is nothing inconceivable in the idea of an agent whose amoral motivations survive deliberation of the five forms he identifies. But this point is mentioned in order to set it aside – Williams’s case against ethical theory cannot rest on this. A theorist’s concern need only be to maintain that those people who do have reason to act ethically have reason to act as her theory prescribes.


But it is this inference of the theorist’s between claims about a person’s practical reasons – if he has reason to act ethically, then he has reason to act as my ethical theory prescribes – that is blocked by Williams’s theory of practical reason. On that theory, one can only be wrong in counting as a reason to  a consideration on which one is motivated to  if the motivation would not survive rational deliberation of the kinds he specifies, given knowledge of all the facts relevant to that deliberation. It does seem implausible to suppose that shortcomings of these kinds will be identified in relation to the various considerations that many people most confidently endorse as providing them with ethical reasons. But his central point is that, however that may be, the provision of an ethical theory, of either a coherentist or a foundational kind, won't to any extent help to do so. An ethical theory aspires to identify a systematic structure in relation to which a practical consideration can be identified as distinctively ethical; and on a coherentist conception of ethical theorizing, the claim will be that this is a structure which is implicit already in the practical thinking of anyone who is ethically motivated, and any divergences from which such an agent would be more rational to correct, bringing her thinking into line with the theory. But on Williams’s conception of practical reason, susceptibility to systematization is not part of what makes considerations into practical reasons. If the considerations that would motivate me, after engaging in the kind of rational deliberation he allows for, and coming into possession of all the relevant facts, do not exhibit any kind of systematic unity – and it is hard to see anything that precludes this – then they are my reasons, irrespective of that fact. And if so, then I have no practical reason to revise my ethical practice to bring it into line with any further systematic structure.


This cannot quite be the whole of Williams’s objection. For if I am rationally seeking to promote end E, I may well need a theory of E to tell me how to go about it. (If I am aiming to be healthy, the way I go about pursuing that aim will obviously depend crucially on what I conceive of good health as consisting in.) But if so, why doesn’t this apply to the end of doing what is ethically required? The case for this seems independent of the question whether my practical reasons, taken as a whole, must answer to some requirement of structural connectedness.


Williams’s response to this, though, is in effect to ask why it should be thought that there is a single unified end referred to under the description “doing what is ethically required”. There is a simple description that can be given to ethical considerations, from which no-one need dissent: they are those considerations that support actions belonging to the life we ought to lead. But to many of us, according to Williams, those considerations present themselves as disparate – even conflicting.
 For those agents for whom this is the case, Williams’s theory of practical reason stands as a barrier to supposing that these disparate considerations must, if they are to provide us with genuine normative reasons, be capable of being brought into some systematic relationship to each other. For while it may be right to attribute to us the end of doing what is ethically required, it is those disparate considerations themselves that are our ethical reasons – provided only that they would continue to motivate us under the appropriate deliberative and informational conditions. Their motivating us under those conditions is not dependent on the further reason that acting on these considerations is ethically required: it is not because it is ethically required that other people’s rights or interests matter to us. If ethical considerations do have their force for us individually in this way, then they individually supply the ends that generate our ethical reasons, without reference to the end of doing what is ethically required.


A simple extension of this point supplies Williams’s general response to foundational ethical theories. Williams is no opponent of foundational reasons themselves: if I would be motivated to  by consideration C under the appropriate deliberative and informational conditions, and C would motivate me to  for no further reason, then C is indeed a foundational reason for me to . –But indeed, this is precisely why he rejects the attempts of foundational ethical theorists to identify some subset of our ethical considerations to which the set as a whole is justificationally answerable. Our disparate ethical considerations themselves supply us with practical reasons, and their doing so is not conditioned on the availability of some further, more foundational reason that justifies this.


This, then, is Williams’s case against ethical theories of either a foundational or a coherentist sort. A further putative meta-reason of either of these forms will simply be trumped by the compelling practical reasons one already has, if it is not a condition of their being compelling reasons that they meet these theoretical conditions. If the structural or foundational theoretical demands are not ones that themselves determine what I would be motivated by if deliberating rationally and knowing all the relevant facts, then there is no place for them in revisionary argument about my practical reasons. It is in this sense that we should read his remark that an ethical practice may be “so directly related to our experience” that its reasons will simply be stronger than any putative meta-reason.


But without an ethical theory, how can we make sense of ethical commitment as more than mere prejudice? Williams’s answer is that what remains to us as a resource for critical reflection is the demand that we seek a full imaginative awareness of the nature of the practices in which we are participating, and of the motives with which we are participating in them.
 The preceding discussion explains why. On Williams’s view, the critical question to raise for any putatively ethical consideration is not whether it really qualifies as ethical, but whether it really supplies me with a reason for action. And to ask this is to ask whether I would be motivated by this consideration if adequately informed and deliberating rationally, where the latter requires of me, among other things, an imaginative engagement with the full nature of the actions which would result from my acting on the motivations I have. It is only if the things I am actually motivated to do would still motivate me were I fully to grasp their implications that they can be counted among the things I have a reason to do. Practical skill in the conducting of real ethical argument is a matter of finding the ways to bring one's interlocutor to such an understanding – where failing to find such ways means only that one has failed to show her that she is wrong to regard herself as having the reasons she does, and not that she is right. The ability of this sort of reflection to amount to revisionary criticism does depend on its ability to engage with those motivations to which the agent could be brought by a process of rational deliberation; however, the admission that there are no such points of engagement should not be regarded as any kind of threat to one's own ethical outlook. We should not underestimate the extent to which the reasons we have do embody a shared ethical outlook –  the extent to which the ethical thoughts which engage us (whoever the "us") can engage others – but if there is ultimately a failure of such engagement, this carries no implications for the unreasonableness of our own commitments.
III: Practical Reason and Structure

Given this account of Williams’s attack on ethical theory, Scanlon’s reply to it must fail. Williams’s objection is not simply to the attempt to make ethical reasons answerable to the provision of an external justification; it is also to the attempt to make them answerable to a requirement of systematic unification such as is embodied in Scanlon’s own coherentist approach to ethical theorizing.
 As we have just seen, susceptibility to systematization is not part of what makes considerations into practical reasons on Williams’s theory, and if not, no systematic ethical theory of this kind can claim to provide us with reasons for revising what we treat as practically compelling ethical considerations. When Scanlon emphasizes the modesty of his conception of normative moral enquiry, as aiming “to clarify the reasons that we already had for believing [our considered moral judgements] to be correct and to determine whether, in the light of reflection, we still find them persuasive”, Williams’s reply should be that this is unexceptionable. His own conception of non-theoretical ethical reflection as full imaginative awareness would, after all, be well described in precisely these terms. However, Williams’s challenge is to conceiving of that "clarification" as consisting in the systematization of those considered judgements in reflective equilibrium with general principles.
 That challenge is grounded in his theory of practical reason; without addressing that theory, Scanlon’s reply fails.


Notice that this is not to say that Williams is committed to opposing all attempts to invoke a reflective equilibrium argument in justifying an ethical claim.
 For recall the earlier point about seeking theories of the ends it is rational for me to pursue. Williams does need to resist the idea that doing what is ethically required presents me with a single unified end for which it would make sense to seek a theory of this kind. But this does not commit him to resisting the attempt to supply separate theories for our various disparate ethical ends. In particular, there is no obstacle to his agreeing that our concerns for justice and for others’ well-being present themselves to us as focused on unified ends of which we should sensibly seek to supply general accounts.


My objection to Scanlon has been that he fails to address Williams’s theory of practical reason, according to which systematizability is not part of what makes a consideration a practical reason. This would be a weak complaint, though, if Williams’s theory were obviously flawed at just this point, as many ethical theorists would maintain. I do not think so – my own response to Williams takes a different form. But before presenting that response, I should explain why not.


Does Williams's account of what it is to deliberate rationally simply omit to mention a concern with integrating the ends towards which one is motivated to act into a unitary and cohesive structure? 
 This concern does seem to be distinctive of rational deliberation. If on a hot day I recognize that I have a reason to have a drink, but think I have no reason to get out of the sun, it looks as though a plausible complaint of irrationality can be brought against me. My getting a drink makes sense by subserving the more general end of making me comfortable, but that end would equally be subserved by getting out of the sun. Thus the irrationality of my attitudes, it can appear, lies in their structural incoherence. It would be more rational for me to adopt the more coherent structure. Likewise, it can seem attractive to explain the irrationality of pure impulsive action in the same way. If I succumb to the angry urge to kick my faulty bicycle, I do something paradigmatic of practical irrationality; but Williams seems to lack the resources to say this. If I am simply and suddenly motivated to act in this way, it seems quite possible that I will remain so after deliberating in the five ways Williams allows for. What we need to say, it can seem, is that the end towards which I am directed by this urge bears no structural relation to my other ends: it neither supports nor is supported by them.


However, examples of these kinds cannot succeed in showing that Williams’s account is defective, when formulated as I have done above. In both cases, we need to ask what is the consideration that I see as recommending the action. In respect of cases of the second, impulsive kind, this will either turn out to be a consideration for which Williams will have no difficulty in maintaining that I would not see it as recommending the action if I were deliberating rationally (e.g. that my bicycle deserves to be kicked), or it will be the general consideration that it will make me feel better, ceteris paribus, for which there is no obstacle in Williams’s maintaining that this is a normative reason for the action. And in respect of the first kind of case, if my reason for performing a given action is its promotion of some further end (making me comfortable), then the existence of reasons to perform the other actions promoting that end follows only from a requirement of instrumental rationality of the kind that Williams allows. This does not yet yield a further requirement that my individual ends must be assimilable into an overall structure in which they stand in relations of subordination to higher-order ends. There is no uncontroversial observation about particular cases of irrationality that compels us to recognize this further requirement. Moreover, notice that Williams's aim need not be to establish his account of practical reason independently of his claims concerning the nature of moral reasoning. I take it that he would want to appeal to the nature of our moral thinking as one of his principal sources of support for excluding a concern with structuring from his account of rational deliberation. Our moral experience, he can plausibly claim, is an experience of the practical demands made by a variety of considerations of many different kinds, which strike us as reasons quite independently of our ability to integrate them into a single systematic structure with each other, let alone with reasons of other kinds.


From here, the argument concerning the structural requirement on rational deliberation will have to be pursued at a deeper level. An argument which is sometimes suggested runs as follows:
 we need to be able to make sense of reason as a single faculty operating in both practical and theoretical spheres; but a rational structure of beliefs cannot be one in which they stand in isolation from one another, constrained only by a requirement of consistency; therefore we should conceive of reason as a structuring faculty.


However, Williams can resist this train of thought. What drives us towards characterizing theoretical reason as a structuring faculty is the requirement of preserving consistency in the face of vulnerability to new experience. A structure of merely mutually consistent beliefs, lacking explanatory interconnections, is unlikely to remain consistent with new experience. The issue of what makes a structurally coherent system of beliefs more likely to be true is of course a large one;
 if it is more likely to be true, this makes it more rational to adopt it in preference to a merely consistent set. Thus the relevance of structural coherence to theoretical rationality is established via the requirement of responsiveness to the truth. And if so, the absence of this requirement in relation to practical reason seems to spoil the argument.


This is hardly a conclusive defence of Williams’s omission of a concern with structural coherence from the aims of rational deliberation. However, it does suffice to show that he is at least not obviously wrong, even if he is not obviously right. I shall take it as sufficient warrant for seeking a different response to Williams.

IV: Underminers

I begin with a distinction between the content of a practical reason and the conditions for its presence. The content we ordinarily attribute to our practical reasons is quite straightforward. What we ordinarily cite as providing us with practical reasons — with varying degrees of completeness, depending on the pragmatics of our utterances in the circumstances in which they are made — are the respects in which we take our actions to contribute to our ends.
 My reason for holding the party is that it will be fun; my reason for helping her is that this is in her interests. And unless it can be shown that we are universally mistaken about our reasons, it should be accepted that the content of the practical reasons we do have has the same simple form. Of course, one can combine this with a further theory setting out the conditions under which a consideration with this sort of content does qualify as a reason, as Williams does: according to him, consideration C is a normative reason for A to  only if, if A deliberated rationally, and knew all the relevant facts, his recognition of C as recommending ing would rationally guide him to be motivated to . But there is no obstacle to combining this set of conditions for the presence of a practical reason with the common-sense view of its content, as Williams indeed seems to be doing.


If this is right, then Williams is presenting us with a view according to which what we currently regard as reasons for actions will be so, provided we are indeed motivated to achieve the ends they specify, and provided our motivation would not be annihilated by further information and rational deliberation. And surely, it is reasonable to believe (even if possibly false) that the most commonplace and uncontroversial examples of considerations that we regard as practical reasons — considerations such as an action’s being fun, or being in a beneficiary's interests — will indeed satisfy Williams's provisos. If so, then on Williams's account, we are justified in taking as our paradigm examples of practical reasons in what follows those simple considerations which we regard as such. 


The question I wish to examine concerning these considerations — the ones we regard as reasons, and which a follower of Williams ought to accept are our reasons — is their relation to the further considerations which can countervail against them. Suppose I hold the party, regarding its being fun as a decisive reason for doing so. Clearly, though, there are plenty of further considerations in the presence of which this would not have been counted by me as a decisive reason. The most obvious are those that would countervail by outweighing – considerations I would count as stronger reasons against the action than the one I have in its favour. However, there are also countervailing considerations of a second sort, on which we shall be concentrating in what follows. These considerations countervail by undermining – they show why I should cease to treat the consideration I have been treating as a reason elsewhere as one here. Suppose, for instance, that there has just been a grave public tragedy, in which many members of my community have been killed. I can intelligibly take myself under these circumstances as having reason not to have fun, while accepting that ordinarily, something’s being fun would be a reason to do it. It is not as though there is one aspect of the party – its being fun – that is a reason for it, and another – its being disrespectful of the memory of the people who have been killed, perhaps – which is a stronger, outweighing reason against it. Rather, these circumstances show why it makes sense for me precisely to count something’s being fun as a reason for avoiding it. Whereas before I needed to exercise my sensitivity to what was fun to see what to pursue, now I need to exercise that same sensitivity to see what to avoid. And since it is hard to see how a single feature of an action could give me reasons both for and against it, this suggests that the party’s being fun is no longer a reason to hold it. The appropriateness of my being subdued in response to the tragedy in my community undermines the status of the consideration that an action is fun as a reason for performing it. I am presented, in short, with a meta-reason: a reason not to treat some further consideration as a reason for an action.


But if this is right, then it is hard to see what grounds there could be for denying that our moral reasoning — on any recognizable demarcation of the moral from the non-moral — can have the same structure. For now, in the moral case, we find that the considerations that are regarded as providing such morally compelling reasons need be no more complicated or unusual than considerations of a non-moral kind.
 Thus, in a thoroughly straightforward situation, the consideration I regard as a reason for performing some act of assistance to another person need be no more complicated than that it would be in his interests to be assisted. Of course, such a consideration will not always be decisive. For instance, if the person's interests were themselves maliciously inspired, I would treat this as countervailing against the fact that my assistance is in his interests as a reason for providing it. And here again, we have a consideration that countervails not by outweighing but by undermining – it shows why the other person's interests no longer count in favour of the action. I am treating the fact that his interests are malicious as a meta-reason — as a reason to regard his interest in being assisted, which would normally give me a reason for acting, as not doing so here. 


Now let us pause over this claim, because it is the foundation for the rest of my argument. Why not say that, in the straightforward circumstances, a kind person’s reason for helping someone else is that it is in his morally legitimate interests, rather than saying that her reason is simply that it is in his interests, but that their moral illegitimacy would undermine the status of this consideration as a reason for her? After all, the claim is that she would not regard herself as having a reason if she came to think those interests were morally illegitimate. I have of course been agreeing that the moral legitimacy of the interests is among the conditions for the presence of the reason, but denying that it enters into the content of the reason in the simple case. But the onus is on me to show what principled ground there is for this distinction. 


This can be shown given two plausible assumptions. First, unless we are universally mistaken, the content of our normative practical reasons is the content we regard them as having. And secondly, it seems plausible to agree with Williams that an agent’s normative practical reasons are those considerations her rational orientation towards which could explain her performing the actions for which they are reasons. The kind of explanation in question here is a motivational one: an explanation that cites as a component in the agent’s motivation to perform an action her state of recognizing a consideration as a normative reason for it. Thus if this second assumption is right, the content of an agent’s normative reasons will be the content of the considerations it would be appropriate to cite in supplying an explanation of this form of the actions for which they are reasons, if she were rationally oriented towards them. But now notice that the content of any explanation is relative to the background expectations of normality governing the context in which the explanandum occurs. Whose expectations? Those of the audience to whom the explanation is addressed. And who is the relevant audience to consider in the motivational explanation of action? The answer to this is supplied by the first assumption. If the normative reasons an agent has are standardly to be those she regards herself as having, then the relevant audience to whom the motivational explanation is addressed is the agent herself. In regarding a consideration as one her rational orientation towards which explains her action, it is her own background expectations she brings to constrain the content of the relevant explanation. When an agent is right about her normative reasons, they will comprise those considerations her recognition of which as such contributes to the motivational explanation of her action, against the background of her own expectations of normality. While the presence of the relevant background will be a condition of a consideration’s being a reason, it will not be part of the content of that reason.


But if this is right, it establishes the plausibility of my view about simple cases of kind action. It will only be against a background in which there is a real issue about the moral legitimacy of my beneficiary’s interests that it will make sense for a self-explanation of my conferring the benefit to cite my recognizing that those interests are not morally illegitimate. In simple circumstances, where there is no such issue, it will not make sense to cite this. And if so, it cannot be part of what I regard as my reason; therefore, if I am right about my reason, it cannot be part of my reason.


So the content of a moral agent’s reasons, in ordinary, uncomplicated circumstances, will be simple. So far, we have been concentrating on the case of kindness: a kind person’s distinctive reason for ing, in the absence of countervailing considerations, will have the form, “If I , then she will have X, and she will benefit from X.” It is not difficult to add to this a characterization of the core reason on which the possessors of other moral virtues act, in the absence of countervailing considerations. For honesty-as-veracity, it is, “He wants to know whether or not P, and ing tells him the truth about P.” For honesty-as-fidelity, it is, “I have promised to ” For conscientiousness, it is “I have a duty to ” And the core reasons of  the just person include, “If I , then distribution D of these goods will result, and D is the fair distribution,” “If I , then she will have X, and she has a right to X,” and “If I , then she will have X, and she deserves X.” A morally motivated agent, then, is a person who is motivated to act, in uncomplicated circumstances, on considerations such as the ones mentioned in this preliminary list.


Now for the next stage in my argument. I have been claiming that it is possible for a consideration C to be a reason for me to  in ordinary circumstances, while failing to be a reason for me to  in other circumstances, where an undermining consideration U is present. But why treat U as undermining the status of C as a reason to ? This question, it is important to see, can have an answer. When it does make sense for an agent to treat U as undermining C, it is because the agent’s possessing the core reasons she does explains how it makes sense. Unless this is the case, the underminer cannot sensibly be regarded as a reason for that agent to cease to treat C as a reason to 

Our examples illustrate this. In discussing the party example, which concerned a nonmoral core reason – it would be fun – I did provide an explanation of this kind. In this case, the meta-reason – the reason for not treating the first-order consideration as a reason – was a reason not for an action but for an attitude: that someone I love has died is a reason for me to be subdued. Given that I accept this attitudinal norm, that explains why under these circumstances I should be avoiding fun rather than pursuing it: the norm forbids it. But now consider this: I might treat any consideration whatever as an underminer. Suppose in July, I do a lot of enjoyable things, because they’re fun. In August, I pass up a lot of similar opportunities, reasoning, "It's August, so I shouldn’t have fun." This might of course be an elliptical way of introducing some longer explanation that makes sense; in itself, though, surely it doesn't. Unless I can supply a connection establishing the relevance of its being August to the status of something’s being fun as a reason for doing it, the claim that this really could be a meta-reason for not regarding something’s being fun as a reason isn't credible. Perhaps I regard it as a reason (although even this is hard to understand); but its being a reason is unintelligible.


The application of this point to moral reasons follows a strictly parallel course. In the example I gave, the consideration that someone else's interests will be furthered by an action is normally a reason for a kind person to perform it; but not if his interests are malicious. How do we explain why, for a kind agent, the maliciousness of another person's interests should undermine their status as a reason for acting in his favour?
 This is easily done. A kind person is someone who accepts other people’s interests (in uncomplicated circumstances) as normatively commanding. But if so, then it is easy to see why malicious interests are not the sort that someone with a kind person’s concern should sensibly be advancing. Malicious interests are constituted by the repudiation of the normative command the acceptance of which is characteristic of kindness, and are therefore precisely the sort of interests that it is appropriate for a kind person to refuse to respect. Thus the explanation of why the maliciousness of the other person's interests intelligibly functions as an underminer for a morally motivated agent is straightforward, and has the same form as before. One’s treating as normatively commanding the first-order considerations one does shows why one should not be motivated to pursue those objects that are themselves constituted by the repudiation of those normative commands.


In this case, we explain why the core moral reason is undermined by invoking the normative commandingness of that very reason. But this is a special case of a general phenomenon. In general, when a morally motivated agent can sensibly regard a core moral reason as being undermined, his doing so can be justified in terms of the first-order normative commands the acceptance of which is constitutive of moral motivation. That is to say, the justification may invoke a normative command whose acceptance is distinctive of a different moral virtue. For an illustration of this, consider the second of the core moral reasons I listed, for honesty-as-veracity. Suppose, as in the example Constant raised against Kant, I answer the door to a would-be murderer seeking the fugitive I have just concealed. Why does it make sense for a morally motivated agent not to tell the truth? Notice, first, that the core reason for ing characteristic of veracity is not simply that ing tells someone the truth; someone has to strike me as wanting to know the truth about a subject before I have a reason to tell it to him. But if so, this creates scope for questions concerning the moral status of his wanting to know it. In Constant’s example, the questioner’s wanting to know the truth about the fugitive’s whereabouts is itself part of an evilly oriented project. His wanting to know is part of a project that involves repudiating normative commands accepted by a morally motivated agent – at the very least, those distinctive of kindness and justice. So again, this explains why a morally motivated agent – someone who accepts, among others, the normative commands characteristic of kindness and justice – can sensibly think that the core reason characteristic of veracity is undermined in this case.


These are cases in which it does make sense for a morally motivated agent to regard a core moral reason as being undermined. But where there is no explanation of this form – where it cannot be shown that the core moral reason is directing me to pursue an object that is itself constituted by the repudiation of the normative commands constitutive of the moral point of view – then this does not make sense. And for an illustration of this, consider a racist or sexist attitude towards assisting other people. This sort of case is not covered by Williams's remarks about the way in which a discriminator may frustrate his own interests, but the account of moral motivation which has been sketched makes the statement of the moral objection to it straightforward. The claim that the race or sex of someone makes a difference to whether the advancing of her interests should be counted by a morally motivated agent as a reason for action is as unintelligible as the claim that its being August makes a difference to whether something’s being fun should be counted as a reason for action. It is easy enough to come up with norms accepted by racists and sexists that would explain their treating the advancement of others’ interests as undermined by considerations of race or sex. But if our question is how to explain this given the norms whose acceptance is constitutive of moral motivation, it cannot be done. And that is to say that a recognizably moral outlook cannot include that practice. 


I am not claiming that Williams is somehow committed to refraining from judging that the racist or sexist attitude towards giving assistance is morally wrong. He can simply claim that treating the fact that it involves discrimination along these lines as a sufficient reason for avoidance and condemnation is part of a moral outlook that we share, while denying that this is demonstrable to someone outside that outlook. Moreover, I have not supplied anything more substantial than this in response to the prospect of someone who denies the claims concerning distinctively moral motivation on which my argument has been based: for instance, the contention that it is distinctive of moral agency that one takes the interests of other people as a reason to help them. I can, like Williams, take refuge in the thought that there is a widely shared outlook which recognizes the acceptance of such reasons as distinctively moral, and that the impossibility of finding reasons external to that outlook for compelling assent to it should not lead those of us who are within it to abandon it. But if so, it can look as though my case against the racist does not advance beyond Williams's.


However, my point is that, on the view I have defended, there is scope for argument to the conclusion that the discriminatory conduct is wrong. It is argument from an undefended claim, concerning the distinctive reasons that characterize moral concern — a claim that may have to be vindicated by making Williams's own Archimedean move. But its conclusion is not itself simply the object of such a move. Remember: my aim was not to answer "Why be moral?", but to demonstrate the scope for revisionary ethical argument within the moral point of view. Delimiting the moral point of view where I do, with the treatment of considerations such as others' interests as practical reasons, is surely plausible.


More radically, consider what we should say concerning our relation to people starving in distant countries.
 If kindness requires of us that we make individually modest sacrifices to provide life-saving aid to people in our immediate vicinity, then it requires this of us equally in relation to distant people, unless there is some relevantly countervailing consideration. But it is hard to see how any of the differences that exist between these two cases is relevant to explaining why it would make sense for someone with the core concern distinctive of kindness to treat those differences as appropriately countervailing considerations. If this is right, then the resources for revisionary ethical argument extend well beyond those which Williams is prepared to countenance. Ethical criticism extends to demanding that the undermining of a first-order moral reason can itself be justified by showing that the object brought within its scope is constituted by the repudiation of the core normative commands whose acceptance is distinctive of moral motivation.

V: Rational Motivation

It may seem that Williams can meet this argument with a straightforward reply. His view is that a consideration is a reason for an agent to  only if it would motivate her to  if she were deliberating rationally and knew all the facts relevant to her deliberation. On this view, our first-order practical reasons can be said to stand in primitive relations of practical justification to the actions for which they are reasons. That is, the only sense to give to the question whether we have good reason to treat a given consideration as a first-order practical reason is as the question whether it would be so regarded by us under conditions of rational deliberation and knowledge of all the relevant facts. But this seems also to carry a clear corollary for the treatment of second-order underminers. The question whether a given first-order reason of mine is undermined by some consideration U simply amounts to the question whether I would continue to be motivated on it in the presence of U, if I were deliberating rationally and knew all the relevant facts. If not, that is what it is for my reason to be undermined by U. But this may seem to vitiate the argument that has just been presented. That argument relies on the demand for a justification of the practice of treating a consideration as a moral underminer, and claims that when the demand can be met, it will be in virtue of the relation of that practice to the normative commands characteristic of the moral point of view. However, we find that on Williams’s view of practical reason, this demand itself should be rejected. Have I simply begged the question against Williams?


No – to press this reply would be to beg the question against me. My argument has drawn attention to a clear respect in which practical underminers must be held to be capable of justification. If respecting the normatively commanding status of one’s own first-order reasons requires one to treat a consideration as a practical underminer, then this must be counted as a good justification for treating it as such. For obviously, what a justification of this form credits with justifying force – the normatively commanding status of one’s own first-order reasons – must be accorded that force. Their having justifying force is what makes first-order reasons reasons, whether they possess it primitively, as on Williams’s view, or not. And if so, then two things follow. First, practical underminers cannot be claimed to have a primitive justificational status – they are themselves susceptible of justification in this way. And secondly, when they cannot be given a justification of this form, they lack a justification of a kind for which it makes sense to ask. So although it does indeed seem to be a corollary of Williams’s view of practical reason that the demand for a justification for our practice of treating considerations as underminers should be rejected, the conclusion we should draw, for the reasons I have given, is that his view is faulty in that respect. 


This supplies us with a case for a limited reform to Williams’s view, rather than its outright rejection. To see what we should say here, return to the grounding of his own theory of practical reason. His plausible internalist claim is that a normative practical reason for a given agent is a consideration for which that agent’s being rightly oriented towards it could explain her acting on it. It is not enough simply that the agent be capable of being motivated to act on the consideration in question (any consideration could pass that test): it must be the case that the agent’s rationality could explain her acting on it, if she were fully informed. What I have been arguing, though, is precisely that there is a rational orientation that one can bear or fail to bear towards a putative underminer: one can see why it should count as such for an agent possessing one’s own first-order reasons. If so, this should be added to Williams’s list of the forms of rational deliberation that one can be expected to perform in determining one’s reasons. Rational deliberation about practices includes seeking justification for them where it makes sense to do so, and we have just seen that there is a form of justification that our practices of treating considerations as practical underminers can either have or lack. This presents no obstacle to the claim that the only sense to give to the question whether we are justified in regarding certain considerations as practical underminers is as the question whether we would continue to regard them as such under conditions of rational deliberation and knowledge of all the relevant facts. But rational deliberation about our practical meta-reasons should be taken to include asking how our practice of first-order reason-acceptance justifies our treating as underminers the considerations we do so treat. 


Notice, finally, the generality of the argument. First, my case for identifying the core reasons distinctive of the moral point of view with the simple considerations we regard as our reasons, and for denying that the absence of underminers is part of the content of those reasons, has not relied on any assumptions peculiarly favourable to Williams’s view. And from here, the version of internalism I have attributed to Williams and from which I have been arguing is weak enough to be incontestable.
 The issue of contention between Williams and plausible rival theories concerns what right orientation to reasons consists in, and not whether our reasons are considerations our being rightly oriented to which explains our acting on them. My argument has been that whatever the full account, it must include the form of deliberation about underminers I have described. Any other plausible theory of practical reason that countenances moral reasons should agree. But the acceptance of this, as we have seen, opens the way to a form of revisionary ethical theorizing.

VI: Ethical Theorizing

This leaves us with the twofold conclusion I announced at the outset. First, Williams’s attack on ethical theory cannot be met until his theory of practical reason is challenged. Moreover, it is not an obvious flaw in his conception of rational deliberation that it omits a concern to produce a systematic structure for the ends one is motivated to pursue. But we have found at least one respect in which that conception does need supplementation. Rational deliberation includes treating one’s first-order reasons as undermined only by those considerations the treating of which as underminers makes sense in the light of one’s possession of those first-order reasons. If the first-order reasons in question are moral ones, then they are only rationally undermined by considerations whose treatment as such can be justified in terms of the distinctive core concerns that characterize the various moral virtues. And from this, I have drawn my second conclusion: that there is a legitimate form of revisionary moral argument going beyond the kind of ethical reflection countenanced by Williams, and which should be endorsed, moreover, by any plausible theory of practical reason that countenances moral reasons.


Does this amount to the defence of an ethical theory? The sense of "ethical theory" I identified as the target of Williams's argument was any general characterization of what correct ethical thinking consists in that grounds revisionary demands – i.e., for which it is claimed that there is reason for us to abandon deviations from it. And indeed, there is a clear case for characterizing the position I have set out as offering something of this sort. I have been relying on the claim that the treatment of certain core considerations as first-order practical reasons is characteristically moral, and have then added to this that good moral reasoning is also characterized by the way in which a morally motivated agent's second-order reasons are rendered intelligible by her possessing those first-order ones. The style of revisionary argument drawn from these claims is thus clearly dependent on the acceptance of assumptions concerning the characterization of certain considerations as moral reasons. 


However, it is also worth acknowledging the sense in which I have not been advancing the sorts of claims which are naturally thought of as constituting an ethical theory, even on the specialized definition adopted here. For I have taken no view about what, if anything, can be said to explain what unifies as moral reasons those considerations we treat as such — the common characteristic in virtue of which they count as moral reasons — and thus there is equally a sense in which, if an ethical theory requires an account of what makes a normative reason ethical, I have offered no such thing. I have said nothing here to vindicate the ambition of providing such a unifying theory. Indeed, I have said nothing to mitigate the suggestion that Williams has imposed an important obstacle in the way of any theory of this kind. (Here, the central task for his opponents is the defence of a structural constraint on practical reasons of the kind discussed in Section III.) Rather, I have presented an independent argument for holding that, whether or not this ambition can be vindicated, there is a further constraint that must be satisfied by all good moral reasoning, and that consequently grounds a style of effective revisionary moral argument. In advance of defending a theory of the more ambitious sort, we know that revisionary argument of this kind is available to us. There is at least one kind of practical ethical theory.

�  One objection of this form is that theory seeks to impose an inappropriate deductivist model upon our practical thought, whereby conclusions concerning individual actions are justified, if at all, in virtue of their entailment by the general principles contained in the theory. This yields a rulebound, legalistic conception of moral thinking which is alien to much of it. (See Bernard Williams, Ethics and the Limits of Philosophy [London: Collins, 1985], Ch.10; Annette Baier, Postures of the Mind [Minneapolis: University of Minnesota Press, 1985], pp.209-20, 234-6.) Similarly, it is complained that its ambition is to provide a precision in our practical judgements, and a unique determination of our practical conclusions, which our practice doesn't aspire to, but the reason for aspiring to which isn't clear. (See Stanley G. Clarke, "Anti-Theory in Ethics", American Philosophical Quarterly 24 [1987], pp.238-40; Baier, Postures; and Stuart Hampshire, Morality and Conflict [Oxford: Blackwell, 1983].)


�  In this spirit, it is argued that I cannot regard my friendships, for instance, as important only because they serve the demands of a theory: the non-theoretical stance is constitutive of participating in those values. (See Michael Stocker, “The Schizophrenia of Modern Ethical Theories”, Journal of Philosophy 73 [1976], pp.453-66; Williams, "Persons, Character and Morality", in Moral Luck  [Cambridge, Cambridge University Press, 1981], pp.1-19.) Other objections are that the reductionist ambitions of theory stand in fundamental opposition to the variety of considerations that animate any one ethical outlook, and also to the plurality of ethical outlooks which is itself of moral value. (For the first of these, see Baier, Postures, and Hampshire, Morality and Conflict; for the second, Michael Walzer, Spheres of Justice [New York: Basic Books, 1983].) Friends of the moral virtues have objected that theory's preoccupation with act-evaluation finds it unable to accommodate them — see Clarke, “Anti-Theory”, pp.240-1. And it is claimed that the epistemological pretensions of ethical theory commit it to a morally repugnant conception of ethical expertise. (This objection is tentatively attributed to Williams by T.M. Scanlon, “The Aims and Authority of Moral Theory”, Oxford Journal of Legal Studies 12 [1992], p.4. As I read him, though, Williams isn't seeking to convict all ethical theory of this. See also Allan Gibbard’s reply to Scanlon, “Why Theorize How to Live with Each Other?”, Philosophy and Phenomenological Research 55 [1995], pp.323-42.)


�  See e.g. Robert B. Louden, Morality and Moral Theory (New York: Oxford University Press, 1992); .Scanlon, “Aims and Authority”; Clarke, “Anti-Theory”. It has been less common to find theorists explicitly endorsing and defending conceptions of theory which do match the target identified by the anti-theorists, and arguing that the objections are misplaced, but some certainly have: Gibbard, “Why Theorize?”, argues that the nature of our practical ethical thinking itself commits us to the aspiration to a theory which it is plausible to see as encouraging a notion of ethical expertise. And we are now seeing an interesting subsidiary debate opening up between the advocates of these incompatible defences of theory. (See the exchange between Gibbard, “Why Theorize?” and Scanlon, “Moral Theory: Understanding and Disagreement”, Philosophy and Phenomenological Research 55 [1995], pp.343-56.)


�  Ethics and the Limits, p.72


�  Ethics and the Limits, p.112.


�   Ethics and the Limits, p.114


� “Aims and Authority”, pp.17-21.


�  “Aims and Authority”, p.14; see also p.5. An instance is his own contractualist theory of wrong action as action whose "performance under the circumstances would be disallowed by any system of rules for the general regulation of behaviour which no-one could reasonably reject as a basis for informed, unforced, general agreement" — Scanlon, "Contractualism and Utilitarianism", in Amartya Sen and Bernard Williams (eds), Utilitarianism and Beyond (Cambridge: Cambridge University Press, 1982), p.110. 


	Scanlon is not operating with Williams’s distinction between the ethical and the moral; nor am I, in the present essay.


�  “Aims and Authority”, p.8. This is illustrated by his own theory of promising, which seeks to explain the obligation of fidelity to one's promises as an instance of a more general obligation to give due weight to expectations one has knowingly created. See Scanlon, "Promises and Practices", Philosophy and Public Affairs 19 (1990), pp.199-226.


�  “Aims and Authority”, p.9. Scanlon’s view is that the considered moral judgements to be brought into this equilibrium are more appropriately regarded as judgements about the relevance of certain considerations to conclusions concerning the moral categorization of objects than as those conclusions themselves.


�  “Aims and Authority”, p.13. I take it that Scanlon is characterizing this as one important part of the move from “narrow” to “wide” reflective equilibrium.


�  “Aims and Authority”, p.14


�  “Aims and Authority”, p.20.


�  “Aims and Authority”, p.16


�  Ethics and the Limits, pp.115-6.


�  Williams is concerned to emphasize that this style of argument won’t always suffice to convict a sexist of irrationality, though.


� Bernard Williams, "Internal and External Reasons", in his Moral Luck, pp.101-13.


�  Compare Stephen L. Darwall, Impartial Reason (Ithaca: Cornell University Press, 1983), p.20: “a fact is a reason for a person to do something if he would be motivated to do it, other things equal, were he to consider that fact rationally.” The phrase “other things equal” is presumably included to accomodate a view of motivational states according to which rational agents need not be motivated by those of their reasons that are outweighed by others. An advocate of this view will want to add a similar phrase to my formulation of Williams’s account.


�  There is clearly room for disagreement over the best interpretation of Williams’s theory – even over a question as fundamental as whether he wants to say that an agent's actual reasons are those considerations by which he would be motivated after rational deliberation of this kind, or whether this process would produce new reasons. (I am adopting the former reading, as giving him a more plausible view; but for the latter, see Rachel Cohon, "Internalism about Reasons for Action", Pacific Philosophical Quarterly 74 [1993], p.267.) However, the claim that my own formulation gives the best view to attribute to Williams is not one for which I have the space to argue here.


�  A note on “relevant facts”. This phrase only represents Williams’s view if the relevance of a fact is a function not only of the influence it would have on A’s deliberation if he knew it, but also of the proximity of the cognitive state he would be in to his actual cognitive state. See “Internal and External Reasons”, p.103. A consequence of this is that there will be no sharp boundary between relevant and irrelevant facts.


�  This should not be read as itself an attempt to express an instrumental norm of practical reason: as Christine Korsgaard emphasizes in her contribution to this volume, taking the means to one’s ends in this crude sense need not be something one has a reason to do. Rather, Williams’s view is that the ends one would have after performing all five activities are normative for one – and that they have this status in virtue of their being the outcome of rational deliberation.


�  “Internal and External Reasons”, p.104; see also “Internal reasons and the obscurity of blame", in Bernard Williams, Making Sense of Humanity (Cambridge, CUP, 1995), p.38. In the latter paper, Williams emphasizes that what counts as rational deliberation, and consequently what counts as a reason, will often be indeterminate on his view.


�  For more, see the Introduction to this volume; also Christine Korsgaard, "Skepticism about Practical Reason", Journal of Philosophy 83 (1986), pp.5-25; John McDowell, "Might there be external reasons?", in J.E.J. Altham and Ross Harrison (eds), World, Mind and Ethics: Essays on the Ethical Philosophy of Bernard Williams (Cambridge, CUP, 1995), pp.68-85; and Williams, “Obscurity of blame”, and “Replies”, in World, Mind and Ethics, pp.186-94.


�  Ethics and the Limits, Ch.2 gives Williams’s views on what we ought to say in response to this question, as asked by the amoralist.


�  See Ethics and the Limits, p.17. A corollary of this is Ch.10’s attack on the attempt of “the morality system” to reduce all ethical considerations to moral obligations.


�  Ethics and the Limits, pp.112ff.


�  As I am understanding the terms, the degree to which a structure is systematic is the degree to which its members are linked by inferential chains. (A and B are linked by an inferential chain when they are the first and last members of a sequence each member of which bears a direct inferntial relationship to the previous one – either being entailed by or entailing it.) A maximally systematic structure is one in which all members are linked by inferential chains to all other members. The degree to which a structure is unified is the degree to which its members have common inferential sources. A maximally unified structure is one in which one member is the single inferential source of all the others.


�  See Ethics and the Limits, pp.99-102 for the strong assumptions which Williams thinks are required in order to supply a context in which the endeavour to bring one's considered judgements into reflective equilibrium with general principles makes sense.


�  This is also the natural view to take of the methodology governing the production of his own theory of practical reason.


� For this objection to Williams, see especially Michael Smith, The Moral Problem (Oxford: Blackwell, 1994), pp.158-61, and “Internal Reasons”, Philosophy and Phenomenological Research 55 (1995), pp.113-6.


�   See e.g. Gilbert Harman, "Practical Reasoning", Review of Metaphysics 29 (1975-76), pp.431-63.


�  Does the world just contingently happen to yield to interconnected explanations?


�  This is not to say that Williams is committed to opposing the use of coherence methods to defend claims concerning norms of practical reason. For just as the status of certain principles as norms of theoretical reason is plausibly defended by arguing that they stand in reflective equilibrium with our considered judgements about our theoretical reasons, the same method (as Peter Railton emphasizes in this volume) offers an attractive way to defend claims about the status of principles such as the instrumental principle as norms of practical reason. Williams can accept this, while denying that it supports the attempt to impose a unitary structure on our practical reasons taken as a whole.


� Notice that this is not saying that contributing to my ends is always my reason for acting. Nor does it deny that it is a condition of any consideration's being a reason that the end it promotes is worth pursuing.


�  The examples of undermining discussed in this essay are also examples of polarity-reversal. Thus the recent tragedy is a reason not only not to take the fireworks’ being fun as a reason to go, but it is, more strongly, a reason to take it as a reason not to.


�  How do we distinguish "moral" from "non-moral" considerations? Williams's theory of practical reason will tend to undercut the idea that anything of importance could hang on answering this question. The question for me is whether a putatively moral consideration provides me with a reason, and the question of its classification as moral or non-moral does not bear on this.


�  For a fuller discussion of the use of these core moral reasons to characterize the moral virtues, see my “Aretaic Cognitivism”, American Philosophical Quarterly 32 (1995), pp.395-406.


�  Note that it is the maliciousness of the interests and not of the agent that is in question here. It could be kind to further the non-malicious interests of a malicious person.


�  I develop this argument more fully in “International Aid and the Scope of Kindness”, Ethics 105 (1994), pp.99-127.





�  See the Introduction to this volume, and Korsgaard “Skepticism”, esp. p.23.


�  This paper has been improved by the comments of audiences at the University of Stirling, Australian National University and Monash University, and especially by those of Antony Duff, Berys Gaut, Richard Holton, Walter Sinnott-Armstrong and Michael Smith.
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